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Contemporary nanotechnology has brought ultra-high device densities within reach. Along with
reliability issues, one of the greatest problems impeding further progress in achieving ever-higher densities is that of power dissipation. The ability to construct layers of crossbar arrays of Si nanowires
and routing in 3 dimensions exists, but the energy dissipated using conventional CMOS circuit design techniques is unmanageable without the large surface area relied upon in the past to siphon the
heat away. In this paper we explore applying existing adiabatic computation techniques to nanoscale computing to determine the feasibility, tradeoffs, and overhead of such an implementation. In
addition, we examine possible construction methods for implementing nano-scale inductors for the
purposes of realizing appropriate rail drivers for the adiabatic logic schemes.

1.

OVERVIEW

Power dissipation has traditionally been the last part
of the processor puzzle to take account of. Intel turns
out effective space heaters because it knows that no user
cares how much power it draws from the wall. The enduser has typically cared about performance first and foremost with no thought to power efficiency. Who cares
if their Pentium4 3.4 GHz burns over 100 W? It’s fast!
As a result, low-power computing techniques have been
relegated to embedded application niches and academic
curiosity.

However, new leaps in technology are quickly necessitating advances in the area of power reduction by discovering fabrication methods for stacking crossbars of Si
nanowires such that useful devices exist at every crosspoint [1–3]. The power management of such a 3d high
density structure is not tractable at this time, and it
appears that spending the effort in reducing power consumption would be a better choice.

One of the most promising techniques for burning little
power is through adiabatic computation [4]. A number of
the schemes developed to implement this idea use asymptotically zero energy to accomplish useful computation.
In this paper, two schemes and their implications are
examined; implementing them(or any foreseeable family) requires an investment in new hardware. They need
trapezoidal clock signals which must be efficiently generated in order to maintain power savings. That is to say,
the signal must be generated by an LC circuit of some
sort.
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FIG. 1: Example rails used in SCRL.

2.

RAIL DRIVERS

The first half of this report describes designs for a circuit that could generate signals of the form seen in Figure 1. Ideally, these circuits would be able to be integrated at the nano-scale to minimize ohmic losses at the
micro-nano scale interface and simply because it is preferable to have the entire system on a chip from a pragmatic
point of view.
The metric for rail drivers is their quality factor, Q.
Simply put, Q is the ratio of energy stored to energy
burned per cycle. For our purposes, Q > 100 is desired,
since it will almost certainly be the limiting factor in
power savings.

2.1.

Harmonic Rail Driver

The Harmonic Rail Driver (HRD) circuit [5], shown
in Figure 2, operates on a simple principle. To achieve
a trapezoidal output, the circuit designer decomposes a
square wave with the same period as the desired trapezoid into its Fourier components. Then he simply employs tuned LC circuits to generate the first three terms,
connecting them in parallel to get the superposition. The
result, a square wave with sloping sides, approximates the
trapezoids reasonably well. Unfortunately, it is difficult
to achieve a slower transition while maintaining the same
flat-topped duty cycle using this method. As will be explained later, slow/controllable transition speeds are useful for tuning the gates for power conservation. SPICE
simulation results for the HRD circuit are given in Figure 3.
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FIG. 2: Harmonic Rail Driver circuit.

FIG. 4: 3d model of MEMS fingers/comb.

FIG. 3: Harmonic Rail Driver simulation output.

The quality factor for the HRD is a strong function of
how well the constituent LC circuits are tuned; the circuit
will start eating energy if its components get out of phase.
It is also a strong function of the Q’s of the inductors
and capacitors used. Given these dependencies, it is not
possible at this time to directly evaluate it for a quality
factor, but simply keep its dependencies and weaknesses
in mind. This technique for signal production ended up
being the one we focused on due to its simplicity and use
of only inductors and capacitors. However, there is one
other option that might turn out to be more promising
in the long run...

FIG. 5: SPICE simulation of MEMS circuit output.

nano-scale is inconceivable in the short term. Since all
current nano-devices are created bottom-up, the probability that any technology will emerge to allow construction of NEMS (Nano-EMS) is very low. If no nano-scale
solution is found for a rail driver, MEMS would be the
best fallback option by far.

3.
2.2.

Micro-electromechanical Resonators

MEMS, as they are more succinctly referred to, go the
route of devising an ingenious physical shape that physically moves in response to electronic stimulus. This physical contraption is used as a capacitor in an LC circuit;
its movement varies the capacitance which in turn moves
charge back and forth without dissipation. A description
of recent work in the field is given in [6]. By precise
machining, the physical shape can be made to vary the
capacitance in nearly any way desired; the fingers of the
resonator from [6], shown in Figure 4, produce the nice
waveforms in Figure 5 in simulation when put into its
harness circuit.
MEMS are a mixed bag. They boast a (simulated) Q
of 5000 at 0.5 MHz [6] and do not have to worry about
decoherence like the HRD. The penalty for not tuning
the comb fingers just right has little effect on the ensemble: it is at a stable point, whereas the superposition
of LC signals is a decidedly unstable point with respect
to coherence. Unfortunately, fabricating MEMS at the

INDUCTORS

The motivation behind finding a design for a successful
nano-scale inductor rests partially on application in the
HRD, and partially because it seems clear that it would
prove useful in a variety of applications in the future.
Unfortunately, it is inherently difficult to develop a highQ inductor at smaller and smaller scales since Q ∝ L/R
and physics dictates that if all one does is isotropically
size down a device, its inductance decreases while its resistance increases. To that end, it seems likely that a successful nano-scale inductor will take advantage of quantum mechanical effects that only manifest themselves at
extremely small scales, such as the superconductivity of
SWCNTs (Single-Walled Carbon NanoTubes). Limiting
oneself to classical thinking will not prove fruitful due
to the physical sizing handicap. At the end of the day,
three different inductor designs were produced. They
were evaluated using “FastHenry,” [7] a free software program that simulates inductor constructions and produces
inductance and quality measurements. Brief descriptions
and evaluations of the different inductors are included
below.
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FIG. 6: SEM picture of a coiled nanotube.

3.1.

Coiled Carbon Nanotubes
FIG. 7: Picture of a CNT with an iron core.

Carbon nanotubes grown using Chemical Vapor Deposition (CVD) can be selected to conform to a spiraling
shape. The general process for CVD begins with a substrate to which a catalyst is added. The CVD apparatus
regulates the flow of He/Ar gas (along with a carbon
source) across the surface. Annealing this environment
slowly leads to the accumulation of carbon on the substrate. A picture of one coiled nanotube created using
this process is shown in Figure 6.
These nanotubes are tens of micrometers long, so a
couple hundred turns is reasonable for such a long coiled
tube. Using FastHenry [7] to simulate the setup, an inductance of 0.72µH was found, leading to Q ∼ 50 which
is a satisfying result. Obviously the simulation used approximate values and was performed by amateurs, but
the result is reasonable given the exceedingly low resistance of the nanotube. The work left to be done for
this design would include a method for causing it to keep
its form, since nanotubes are typically not rigid. Also,
putting the tube to use in a circuit would lower the effective Q due to the junction discontinuities.

3.2.

Iron Core Carbon Nanotubes

Iron core carbon nanotubes are created via a modified CVD procedure. The substrate used is a thermally
oxidized silicon wafer, with an iron film as the catalyst.
The CVD apparatus in this case consists of two quartz
chambers. Chamber 1 is reserved for the pyrolysis of
metallocenes, a process that supplies carbon and iron
for filling the CNT’s. Chamber 2 is where the products
from chamber 1 are deposited on the substrate. As usual,
the chambers are heated to very high temperatures, and
a regulated He/Ar gas flow accomplishes transportation
between chambers, as well as accomplishing the deposition onto the substrate. After this process is complete,
the ensemble is slowly cooled. Figure 7 is a picture of the
results.
The existence of a ferromagnetic material greatly increases the amount of energy able to be stored. Theoretically, the calculated performance gives an inductance of
0.3mH for a device of typical dimensions.

FIG. 8: 3d model of z-type nanotube inductor.

3.3.

Z-Type Nanotube

The Z-Type Nanotube Inductor is an original idea utilizing properties of nanotubes to create a high quality
inductor. The construction begins with lithographic supports on to which nanotubes will be attached. A row of
aligned nanotubes is placed on top of the supports so
that they arch down to the base support under their own
weight. They are then cut and affixed to the side supports. An iron core is placed in the center, and another
row of nanotubes is placed on top, at an angle such that it
connects adjacent tubes already present. The completed
device will resemble Figure 8.
For modeling purposes, 1,000 turns were used, with a
tube diameter of 10nm, a length and width of 20um each,
and a depth of 5um. Using these values, FastHenry produced an inductance of 2.59µH and Q ∼ 160. Obviously
this Q is an overestimate because it does not take the
boundaries at each side of the well, of which there are two
per turn. Its construction description sounds achievable
in the near future, with only the affixing to lithographic
supports and nanotube welding to be figured out. Our
conclusion is that it is a design well worth considering.

4.

ADIABATIC LOGIC FAMILIES

To realize the potential power savings made possible by
the inductor and rail driver, an adiabatic logic family tak-
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ing advantage of these features needs to be implemented.
To that end, we examined two options: Younis and
Knight’s “Split-level Charge Recovery Logic” (SCRL) [8]
and Frank’s “2 Level Adiabatic Logic” (2LAL) [6, 9]. A
brief summary of the two families is included, demonstrating how universal logic is achieved and dissipation
avoided assuming the existence of appropriate power
rails. The section concludes with a look at the various
costs and tradeoffs associated with each family and possible mappings to the crossbar nano-architecture.
Both families use transmission gates(T-gates) to
achieve more ideal bidirectional switching characteristics. T-gates maintain an approximately constant resistance through its entire “on” operation range, with
Ron ∼ 100Ω and Rof f > 5MΩ [10]. In addition, both
families use “power clocks” which are signals that fulfill
the function of both power rails and the system clock.
In both cases, these signals are trapezoidal, gradually
swinging between the desired potentials to keep the voltage transitions adiabatic. The benefit of this shape of
driving signal is that the power dissipation of the sequence turns out to be CV 2 (RC/t), allowing arbitrarily
little power dissipation for long transition times relative
to the circuit’s RC time constant [11].

4.1.

SCRL

Described in [8], a brief synopsis is offered here using the most basic gate in the family as an example, the
inverter(Figure 9). A step-by-step description of its operation is provided below.

FIG. 10: An SCRL pipeline junction.

Note that this process can dissipate arbitrarily
small amounts of energy by lengthening the transition
time [11]. Also note that a gate is not responsible for
restoring either its input or output. The reversibility
is introduced by uncomputing the output of each gate
by connecting the output of one gate to the output of
the inverse function of the next gate in series as shown
in Figure 10. Physically, the uncomputation refers to
the swinging of an output from its useful value back to
Vdd /2, the “neutral” potential. The implications are that
an inverse pipeline is required and that the final step in a
pipeline is irreversible. Thus, 2n transistors are required
to implement this scheme, and the pipeline needs to be
long enough to amortize the cost of the final stage.
Although only an inverter is shown, an arbitrary gate
can be constructed in accordance with the SCRL family
by using the CMOS design principle of taking output between the pull-up and pull-down networks that compute
the function. The difference comes by using power clocks
instead of static power rails and latching the output with
a T-gate. Due to a problem discovered in the AND gate
where inputs switching (0,0) -¿ (1,0) resulted in a nonadiabatic transition dissipating ∼ 3000kb T [9], it is also
necessary to replace the individual transistors with Tgates and use dual-rail logic to insure no problems in the
future.
The following points are salient in a discussion of resource overhead:
• dual-rail logic
• ∼ 4n transistors

FIG. 9: An SCRL inverter].

1. All nodes begin at Vdd /2 with the T-gate open.
2. The input becomes valid, connecting the output
node to φ1 or /φ1.
3. The T-gate closes, latching the output.
4. The power clocks swing back to Vdd /2.
5. The input swings back to Vdd /2.

• 12 power clocks (for 2-phase SCRL)
The power savings proved to be impressive under the
SCRL scheme. The original measurements (before the
AND gate problem was discovered) gave dissipation of
< kb T per gate.

4.2.

2LAL

Developed at UF by Michael Frank, the 2LAL family
employs T-gates as the basic building blocks, using the

5

FIG. 13: Example 2LAL gate implementations.

FIG. 11: Notation for a transmission gate, the basic building
block of 2LAL family. 2LAL buffer diagram. Driving signals
for 2LAL buffer.

symbolic notation shown in Figure 11. The buffer is the
most basic gate in this family; its operational cycle is
detailed in Figure 12 with the driving signals shown in
Figure 11. A procedural description of buffer operation
is given below.

Other gates are also given in Figure 13; they appear
comfortingly similar to their CMOS relatives. However,
there are hidden costs in this design. The gate diagrams
shown in Figure 13 appear simple, but it must be noted
that quad-rail logic encoding must be used to accomplish
inverting logic [9]. In addition, all inputs whose sole purpose is to control a T-gate must be buffered since every
gate is responsible for discharging its input, and as already seen, a buffer requires a significant amount of transistors and space. To its credit, quad-rail logic encoding
allows for signal inversion by routing. The variability in
resource overhead makes exact calculation difficult, but
below are the points to take account of.
• 4 power clocks
• quad rail logic encoding

• All nodes begin low.
• Tick 0: Input becomes valid and φ0 swings high.
• Tick 1: φ1 swings high, charging the output if input
was high.
• Tick 2: φ0 swings low, discharging the input if it
was high.
• Tick 3: The output is discharged by the next gate,
and φ1 swings low, resetting the gate to its initial
state.

• 4 FETs per buffer
• free inversion
The number of extra transistors looks imposing, but in
practice the greatest power loss in these schemes results
from power clock production. Simulations run using the
highest-quality power clock generators found that there
was a 50x increase in power efficiency as compared to
standard CMOS [6]. This means that, given a 5 pW /
gate limit, 2LAL can compute 50x faster than the low
frequency that a CMOS processor would have to operate
at to meet the power specification. The report also claims
a 4x adiabatic hardware overhead, which is much lower
than one might expect. The paper does not specify, but
it seems very likely that it was not using quad-rail logic
encoding which would push the overhead up to 16x.

4.3.

FIG. 12: Operation of 2LAL buffer.

Mappings

To gain intuition about the resources taken by the family implementations, a couple of mock designs were drawn
for mapping on the traditional two dimensional crossbar,
using tiles of crosspoints prepared as NFETs, PFETs,
and programmable routing points. This technology has
been demonstrated; Greg Snider of HP referred to the
areas of different function as NanoFabrics [12].
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Not much useful information can be gleaned from these
mockups, but it is at least obvious that the families can
be effectively mapped to useful architectures.

4.4.

FIG. 14: SCRL inverter mapped to crossbar.

Comparison

To begin with, both families must be clocked at rates
far below current processor speeds or face strongly diminishing returns, as shown in Figure. Although the nature
of the technology provides better power efficiency proportional to the ratio of how fast the circuit can operate
to how fast it is clocked (ie. a circuit that can operate
at 100 MHz but is clocked at 1 MHz saves more power
than one that can operate at 10 MHz and is clocked at
1 MHz), at this point in time it appears unrealistic to
expect clock frequencies within 2 orders of magnitude of
conventional CMOS.
This “defect” of adiabatic logic families can be overcome if their implementation at the nano-scale leads to
many orders of magnitude increase in device density,
which is conceivable using 3d circuit packing at such a
small scale. The difficulty comes in replacing the deficit
in clock speed with utilization of the extra devices. For
this to happen, it seems likely that the implementation
of computation will have lean more to6wards neural computation: the devices are unreliable [13], slowly clocked,
highly parallelizable, and unimaginable in number.
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